Chapter [25]

The Kinds of Necessity Worth Having (or, Is there such a thing as “natural necessity”?)


When we first introduced the philosophical notions of necessity and possibility, we cautioned that there are several variants on these notions, differentiated by a variety of modal strengths.  We might call all of these notions “logical” in the broad sense that they can be viewed as having to do with the logical form of statements rather than their particular content, though only one of them is also “logical” in the narrower sense that the necessity is itself a consequence of form alone.  The standard logical modalities might be arranged as follows, from strongest to weakest.  I include the non-modal notion of material adequacy as a zero case:

Narrowly Logical Necessity:  A statement P(Q is necessarily true in the narrowly logical sense just in case its truth is guaranteed by the syntactic form.  (E.g., P(P, (P or Q)(Q)

Conceptual Necessity:  A statement P(Q is said to be “conceptually necessary” just in case its truth is guaranteed by the syntactic form plus the conceptual content of the constituent terms.  These include both analytic truths (e.g., “All triangles have three angles”) and synthetic a priori truths (“all triangles have three sides”).

Metaphysical Necessity:  A statement P(Q is metaphysically necessary just in case it is true in all possible worlds.  (Or all possible worlds in which the referring terms succeed at referring.)  This is generally thought to be equivalent to the claim that (P and not-Q) is or implies a contradiction.

Material Adequacy:  A statement P(Q is materially adequate just in case its antecedent is false or its consequent true in the actual world.

I myself have tried to avoid using the expression “conceptual necessity” in the development of the main argument, as it seems to me to mix together epistemic and metaphysical elements in a way that is potentially confusing.  We saw, for example, that discussions of Kripkean semantics often equated “conceptual necessity” with apriority of the current usage of a term.  But what matters, both for the availability of explanations of the mind and for the viability of emergentism, is not anything about the current usage of a term, but about whether there could be a conceptually adequate explanation.  I think it is perhaps best to speak of what some call “conceptual necessities” as “metaphysical necessities that can in principle be vouchsafed on conceptual grounds.”  


The critique of emergentism in the last chapter, however, introduced another kind of generalization that did not appear in my list of broadly logical modalities: namely, whatever it is we are asserting when we assert regularities of nature of the sort sometimes called “natural laws”.  I am careful to not say “natural laws” without comment, because our discussions of contemporary philosophy of science in Section III have already given us reason to reshape our understanding of laws, and this conversation in philosophy of science has not always been in dialog with discussions of laws in metaphysics and modal logic.  Part of the burden of this chapter will be to try to see how well the two conversations can be grafted together.  Many writers have wished to see natural laws as an additional level in this hierarchy, to be placed between material adequacy and metaphysical necessity, in the form of something called “nomic necessity”, or “natural necessity”.  An initial formulation might go something like this:

Nomic Necessity 1:  P(Q is nomically necessary just in case it is true in the actual world and in every world that shares the same natural laws as the actual world.

However, this expression ‘natural laws’ here disguises two importantly different readings:

Nomic Necessity 2:  P(Q is nomically necessary just in case it is true in the actual world and in every world that shares the same physical laws as the actual world.

Nomic Necessity 3:  P(Q is nomically necessary just in case it is true in the actual world and in every world that shares the same physical and psychophysical laws as the actual world.

Version (3) allows the possibility that there are irreducible and fundamental laws connecting mental and physical states which hold as empirical regularities, yet are not metaphysically necessary.  Version (2) arguably devolves into a form of metaphysical necessity claim.  (In the case of the mental, it devolves into a metaphysical supervenience claim.)  I shall therefore assume that the proponent of nomic necessity is committed to some variant upon Version 3.

Nomic Necessity and the Main Argument

I think that the idea of nomic (or natural) necessity is very alluring, but that it needs some careful analysis to see what it really might amount to, and what implications it might have for the philosophy of mind.  Much of this chapter will be devoted to such analysis.  However, we should note from the beginning that this notion poses a new threat to the Main Argument.  The Main Argument, as you will recall, proceeded thus:

A1)  There are mental properties M for which there is no set of non-mental properties N such that it is possible to give a CAE of M in terms of N.


A2)  It is possible to give a conceptually adequate explanation of A in terms of B just in case it is metaphysically necessary that B implies A.

.:
A3)  There are mental properties M for which there is no set of non-mental properties N such that it is metaphysically necessary that N implies M.


A4)  A mentalistic property M can be naturalized just in case there is some set of non-mental properties such that it is metaphysically necessary that N implies M.

.:
A5)  There are mentalistic properties M that cannot be naturalized.

Unlike the proponents of positions explored in the last two chapters, the proponents of natural necessity need have no problem with A1-A3.  However, they are likely to object to A4.  They might hold that what the naturalist is really committed to is not A4, but B4:


B4)  A mentalistic property M can be naturalized just in case there is some set of non-mental properties such that it is nomically necessary that N implies M.

The inference from A3 and B4 to A5 is not valid, and so the explanatory gap need not imperil naturalism, even if it does entail a metaphysical gap.  Thus one might, like David Chalmers [1996] be a property dualist and an anti-reductionist about mental properties, and still style oneself a “naturalist”.  Indeed, even Descartes might be styled a naturalist in this sense, as he clearly believed there were causal regularities between mind and brain.

A Merely Terminological Dispute?


It is tempting to see the situation here as one in which we are now merely wrestling over who has the right to define ‘naturalism’ as they choose.  This kind of danger—that what appears to be substantive disagreement will turn out to be mere wrangling over words—is always lurking in the wings when one does philosophy.  And the fact that Chalmers and I come to some very similar conclusions about the failure of reductionism and metaphysical supervenience on the one hand, and similar conclusions about the existence of psycho-physical regularities on the other—and yet he calls the resulting view “naturalistic” and I call it “anti-naturalistic”—might suggest that the only difference between us lies in how to gerrymander the application of the word ‘naturalism’.  He wants to subvert it; I want to reject it.  So there probably is at some level a rhetorical issue at stake here.

I think that rhetorical issues can sometimes have important human implications, and would probably be willing to wage the rhetorical battle in its own right; however, I do not think that the rhetorical issues about how to use the word ‘naturalism’ are the only issues here.  I think there are important and interesting issues concerning how we ought to relate “law-talk” with “modal talk”, and that exploration of these may shed some light on issues in philosophy of mind.  I also wish to resist Chalmers’s assumptions about the extent of psycho-physical determination, and his characterization of it as a kind of supervenience, at least in the case of free agency.  Here I think Chalmers is conceding too much to the physicalist.

The Plan for the Chapter

In this chapter we will do the following.  First, we will briefly reprise discussions about the nature and status of laws from chapter [11].  Second, we will examine the status of claims of psycho-physical laws in empirical science.  I shall claim that they are well-grounded in some contexts (such as visual psychophysics) but not in others, such as voluntary action.  Next, we will discuss the question of whether the idea of “natural laws” involved in “nomic necessity” needs to be something stronger than the relatively bland notion of “empirical generalization”.  Then we will discuss a variety of ways in which one might seek to accommodate law-talk (taken from the sciences) to the framework of possible world semantics (taken from metaphysics and modal logic).  Finally, we will try to put these discussions together to assess the viability of a “naturalism” that depends upon a notion of “nomic necessity”.

Laws (Reprise)


In the chapter on laws and idealization, I developed several claims about laws that I think are, in one form of another, by now fairly common currency in philosophy of science.  First, laws ought not to be interpreted as universally-quantified statements about objects and events.  Laws of electromagnetism, for example, do not precisely describe how objects in fact move in magnetic fields, because those objects are also subject to other forces, such as gravitation, which have been idealized away from in electromagnetic theory.  Second, the connection between laws (such as F=ma) and objects in the world is generally mediated by models that specify how the law is to be applied in a particular sort of case (say, pendulum motion).  Third, in many cases in special sciences like biochemistry, one has models but no laws.  Fourth, laws and models often involve idealizations of types that render it impossible to do a felicitous summation of forces, especially in cases of causal interference, mutually-dependent variables and feedback systems.  The actual application of a law or model will normally involve additional idealizations, such as truncation of constants to a finite decimal sequence.  The idealizations involved in a model are motivated by pragmatic constraints involving our explanatory interests and our ways of experimentally intervening and observing things; if their prouncements are applied without a proper expert understanding of this pragmatic context, it is possible to be led astray and derive false results which are due, not to imperfections of the models, but to a misapplication of them.


Psychological, neurological, and psycho-physical generalizations are textbook cases of these observations.  For example, psychophysical laws like the Weber laws idealize away from real-world conditions like saturation effects and macularization.  Similarly, the study of any one component of the brain idealizes away from the possible range of feedback relations with other parts of the brain.  This is necessary for the purposes of modeling, but drives an especially thick wedge between models and predictions.


While this sort of discourse from recent philosophy of science has seldom been brought into contact with metaphysics, I can only assume that the “law-talk” employed in metaphysics ought to be beholden to our best understanding of laws in philosophy of science.  For example, if a notion of “laws” is put to some metaphysical use, and it turns out that it can only be put to that use on the assumption that laws are (a) the sorts of things talked about in the natural sciences, and (b) universally-quantified statements about the behavior of objects, then we must conclude that such theories are illicit or at least empty, as few if any of the laws that meet criterion (a) also meet (b).  Likewise, these observations about laws would seem to cut against a metaphysics that depended upon an interpretation of laws that was both realist and regularist.
  (It is less clear that it need rule out a realist interpretation of laws that cashed them out in terms of causal powers or causal contributions.)


Laws are clearly weaker claims than are claims of metaphysical necessity.  However, in terms of their implications about events, their relationship to material sufficiency is more complex.  On the one hand, laws are stronger than material conditionals, in that they are counterfactual-supporting.  On the other hand, they are also weaker than material conditionals, in that one can read the actual behavior of objects off of material conditionals in which they are involved, whereas this is not the case with laws.  This at very least poses a puzzle to be solved in combining law-talk with modal talk.

The status of psycho-physical regularities

Much of our discussion in sections II – IV has proceeded on the assumption that there are some robust generalizations which relate mental and physical events.  This, I think, is the level of commitment to empirical relations that the philosopher of psychology ought to be worried about, because it is these that matter to the status of psychology as an empirical science.  However, what is needed for “nomic supervenience” is more than just having some such relations.  What is needed is that, for every mental state M, there is some (probably conjunctive) property P such that P(M is true in every world that shares the same natural laws as the actual world.  And it is not nearly so clear to me that we have evidence for this view being true.  It certainly outstrips what is warranted by empirical psychology, neuroscience and psychophysics.  Proponents of natural supervenience tend to say they have no reason to doubt this premise, much as proponents of emergence said they had no reason to doubt the stronger claim of metaphysical supervenience.  But we may ask here, as we asked there, whether there is good reason to believe that even this weaker claim of “nomic” supervenience is true.  There are really two issues here, however: (1) whether, for every (type of?) mental event, there are psycho-physical regularities that could play a determining role for tokens of such events (a question about the general availability of empirical generalizations), and (2) whether such generalizations as there may be ought to be construed in modal terms.  In the first half of the chapter, I shall concentrate on the first question, as the second will be the topic of later parts of the chapter.


In section II, we assumed that there are psycho-physical regularities, partly in order to concede to the naturalist this much in order to show that this much was not enough for a compositive naturalization of the mind, and partly because the sciences of the mind seem indeed to be uncovering some such regularities.  In section III, I argued that such regularities are sufficient to the task of securing the autonomy of psychology, and that the gap between laws and predictions found in psychology can be seen as a general feature of complex systems.  The reader may well have assumed that this was equivalent to the claim that mental states are wholly determined by psycho-physical regularities.  But is this assumption sound?  Consider another sort of case:  the gravitation laws give us robust regularities about the interactions of bodies, and the robustness of the laws is not compromised by the fact that, as you increase the number of bodies, the gap between law and prediction widens.  However, does this mean that dynamics is wholly determined by the gravitational laws?  No, because the gravitational laws express only one causal contribution to that dynamics.  To close the analogical circle, the same considerations apply to psycho-physical regularities: these give us reason to think that physical states contribute to the determination of mental properties, but they do not entail that there are no other such determinants.


In at least one sort of case—that of voluntary action—there seems to be strong prima facie reason to think that the causal determinants of action are not exhausted by physical causes.  Of course, there is an extensive debate on free will which questions whether this prima facie reason can bear scrutiny; but that is not to deny that we all feel the force of the intuition that at least some of our actions are not fully determined, and that this assumption is essential to treating one another as moral agents.  I do not wish to engage the full range of debate on personal freedom here, but only to discuss challenges to it that come directly from known scientific regularities.  (Challenges that go beyond these in the form of a materialist ideology I shall treat as religious beliefs that are not well-engaged by direct argumentation.)


First, let us emphasize once again that the truth of a psycho-physical law does not imply that the physical properties that appear in the law fully determine the psychological properties, any more than gravitation need fully determine dynamics.  Laws involve idealizations which abstract away from some causally-relevant features in order to highlight others and make them precise.  There is nothing about the laws themselves that militates against some of these other features being non-physical—or, for that matter, non-deterministic.  Indeed, this latter is in fact implied at some levels of physics, though it is unclear whether that has implications for the relation of mind and body. 


Second, the modified Newtonian spirit in which we ended our discussion of philosophy of science suggests that we ought to welcome laws where we find them, but ought not to project beyond this too confidently.  And in the case of empirical psycho-physical relationships, these are well-evidenced largely at the levels (a) of low-level processes like sensation and feature-detection, and (b) global ways that things like depletion of neurotransmitters can undercut cognition entirely.  When we come to things like higher cognitive functions and voluntary action, we have at most something on the order of gross localizations of the sort licensed by MRI and PET imaging.  (I say “at most” because in the neocortex even robust localization is quite elusive.)  It is, of course, natural to think that we will discover more such relationships; and indeed proceeding on the assumption that they are there to be found is a healthy kind of methodological assumption for empirical research into mind and brain.  However, it is important not to mistake methodological principles for evidential premises—that was the whole mistake in projecting the MRC into the HP!  We cannot claim that there are such regularities simply on the grounds that it is good methodology to look for them!  This is not only not authorized by the methodology, but contrary to it.  When one undertakes an empirical search for connections, one must be prepared for the possibility that they are not there to be found.


Third, considerations about the “causal closure of physics” are misplaced and question-begging here.  On the one hand, they are simply question-begging: if there is free will, then physics is not causally closed.  On the other hand, they are misplaced for reasons developed in Chapter [16]: the known physical laws simply do not imply the causal closure of physics under those laws, because any list of laws leaves open the possibility of additional laws and even anomic causal factors.   In order for the laws to entail causal closure, one of them would have to be a “stopping law”—one that said, in essence, “…and that’s all.”   But one does not find stopping laws in the sciences.

For the remainder of my chapter, my topic will be the interpretation of psycho-physical generalizations where these are to be found.  For the reader committed to freedom of the will, they may be read as saying things about the mind modulo occasions of  free will.  For the reader who embraces determinism, they may be read more generally.

Laws, Natural Necessity and Empirical Generalization

I wish now to examine the conception of “laws” needed for a notion of “nomic necessity”, and to consider whether what is required is stronger than empirical generalizations.  (Alternatively, we may construe this as a question about whether empirical generalizations of the sorts found in the sciences are smoothly grafted on to possible-world semantics.)

Let us begin by recalling the purposes for which possible-worlds semantics (PWS) was developed—namely, providing a semantic model for particular kinds of statements: statements of necessity, possibility and counterfactuals.  It is possible that the features needed for a good model of necessity and possibility are not exactly the same as those needed for a good model of counterfactuals.  The latter, for example, seem to require additional resources, such as a similarity metric, that are unnecessary for the former.  However, with the addition of such a metric, a model of counterfactuals shares with a model of necessity and possibility the feature that it should be determinate, in the sense that the resources of the model should be adequate to determining the truth-value of modal statements.  

Whether this determinacy is also to be understood as explanatory is a further question of the interpretation of the enterprise of possible-world semantics.  One might view features of the model—such as the postulation of a set of possible worlds or the definition of a similarity metric—merely as features of a model in the set-theoretic sense of ‘model’, without adopting any deep realism about them.  On this view, the model itself is not viewed as explanatory, but merely explicatory.  On the other hand, one might be tempted to view states of affairs, possible worlds, and similarity relations more realistically.  In the extreme, one might take David Lewis’s [1986] view that all possible worlds actually exist, and exist necessarily.  More conservatively, one might take the view that what exists necessarily are abstract objects consisting in ways things might be, or perhaps merely the propositions that express such ways things might be. [Plantinga 1974]  If one is a realist in this way about states of affairs, one might view possible-worlds models as actually revealing deep and explanatory truths: e.g., that  a particular state of affairs is necessary because it obtains in every possible world, or that a counterfactual is true (at a world W) because of an objective and canonical similarity relation between worlds.

The kinds of statements that we wish to model in PWS include statements that are very coarse-grained generalizations and statements that are very fine-grained and particular.  In general terms, the model must be at least as fine-grained as the statements for which it is a model.  But on mild realist interpretations, the model really aims at abstracta that are maximally fine-grained, in that they are cast at the level of “all possible propositions” or “all possible states of affairs”.  (That is, one needs to make something out of quantifications like “all possible worlds”.)  One wishes the model to accommodate, for example, all counterfactuals, no matter how exacting.  (Or alternatively, one might think that only very exacting counterfactuals really have determinate truth values.)

Whereas PWS models need to be determinate and fine-grained, the laws that occur in the sciences are often indeterminate and coarse-grained.  I shall separate the cases of “dynamic” laws, which have implications for a time t+1 on the basis of conditions at an earlier time t, from “compositional” laws, which have implications for a more complex object based on the states of simpler objects.  We have seen that dynamic  laws like the laws of gravitation are individually indeterminate in the sense that a specification of the initial conditions of objects, plus the gravitational laws, does not completely determine the actual behavior of the object.  The most important failure here is the open-endedness of scientific models—i.e., the fact that they leave open the possibility that other forces are also at work, such as electromagnetism.  There are also important ways in which dynamic laws as we find them in the sciences are often collectively indeterminate as well.  The lesser of these problems is computational intractability, wherein it is impossible to do a summation of forces that would yield a dynamics that was both accurate and determinate.  The greater problem comes from idealizing moves that either distort their subject matter in ways that make recombination of forces impossible (e.g., treating falling bodies as point-masses), or involves one in causal interference.  This would seem to pose a general problem for translating dynamic laws into PWS:  Dynamic laws, taken singly or collectively, generally do not yield dynamic counterfactuals with determinate truth values, because they do not yield exact and accurate predictions. 

Distinct from dynamic laws are what we might call “laws of composition.” Whereas dynamic laws describe relations within a given domain over time, laws of composition relate objects from two domains where one domain contains the proper parts of objects in the other.  Paradigm instances might include such things as relations between chemical types and their atomic structures.  The use of the word ‘law’ here is to my mind a bit of a stretch, as such relations are not generally among the things that receive this label in the sciences—it would perhaps be better to use some expression such as “regularities” or “rules of composition”.  At least some such rules of composition would seem not to suffer from the problems of idealization found in dynamic laws: for example, from the atomic structure of an atom one can infer its chemical type without further ado.  In general, these problems of idealization are absent when the regularities of composition reflect either the availability of a conceptually adequate explanation or a contingent identification of objects in two domains.  In these cases, one is faced with instances of metaphysical rather than “nomic” determination.  However, there are also cases where rules of composition do suffer from complications of idealization.  For example, when functional kinds (say, an AND-gate) are realized through some physical medium (say, a particular kind of arrangement of electrical components), the compositional relationship only holds good under a range of conditions (such as a range of voltage levels) that are treated as “normal” background assumptions.  In these cases, the compositional rules—say, that arranging resistors and capacitors in that way results in this kind of logical circuit—suffer the same limitations as dynamic laws when you try to translate them into counterfactuals. 


The “psycho-physical laws” the nomic naturalist is interested in are more like rules of composition than they are like dynamic laws, in that they are not descriptions of diachronic regularities within a domain, but are instead generally synchronic regularities across domains.  They are, however, unlike rules of composition in several respects as well.  First, the nomic necessitarian might be wary of the idea that they are really part-whole relationships.  Some nomic necessitarians might wish to hold, after all, that these “laws” relate distinct kinds that do not stand in a part-whole relationship.  Second, they are unlike the kind of compositional relation found between atomic structure and chemical kind.  That kind of relation is arguably metaphysically necessary, where as “nomic necessity” is supposed to be a weaker relation than metaphysical necessity.  On the other hand, they are presumably supposed to be stronger than mere correlations as well.  They are understood to be cross-domain regularities that are stronger than correlation but weaker than metaphysical necessity.


It is an interesting question whether such psycho-physical regularities are sui generis, or whether other such cross-domain regularities can be found as well.  It seems to me that someone who thinks, as Chalmers does, that everything except consciousness supervenes on basic physics, ought to be committed to the view that cross-domain regularities in the physical sciences are in fact metaphysically necessary, and hence that psycho-physical “laws” are really “laws” of a completely different sort than are physical laws, and perhaps even an equivocation on the word ‘law’ is at work here.  On the other hand, the view expressed in Part III, that there are many explanatory gaps in the sciences, would license the view that there can be many sorts of cross-domain regularities that are not underwritten by CAE’s, and if one additionally holds to A2 in the main metaphysical argument, these would not be metaphysically necessary.


Since these cross-domain regularities are not dynamic laws, the first problem with mapping dynamic laws onto PWS—their failure to yield exact specifications of the behavior of objects—does not apply here.  But it remains to be seen whether the problems tied up with explanation are to be found in the case of psycho-physical laws as well.  Here it is most instructive to consider some of the actual examples, such as the relations between neural states and experiential states discussed in the chapter on psychophysics and color vision.  Here we did indeed see very pronounced examples of the effects of idealization: e.g., to get regularities of the sorts found in the Weber laws, one needed to idealize away from a variety of real-world conditions, such as the selective depletion of neurotransmitters in saturation effects, and treat all feedback relationships from other parts of the brain as “normal”.  (Admittedly, more innocent in modeling early vision than in higher cortical modeling.)  So here the level at which individual laws are framed in psychophysics does not even license true material conditionals.  However, this may simply be because the laws we employ in psychophysics concentrate on incomplete models of isolated parts of mind and brain, and these problems might disappear if all of these were integrated into a comprehensive model.  Of course, once one begins to model feedback processes, the problems with dynamic laws do re-enter the picture, as feedback processes are dynamic processes—and they re-enter in the worst sort of way, since it is precisely in feedback systems that there is the greatest gap between laws and prediction.  And so, once again, it seems unlikely that laws will yield the degree of exactitude and determinacy we need for counterfactuals.  For counterfactuals, we need to be able to lay out antecedent and consequent conditions with such exactitude that the relation between them is deterministic.  But this seems to be beyond the scope of what we can actually do with laws.


Perhaps more damning is another result from our investigation in Chapter [11].  Because of the idealization of laws, it is often the case that a specification of laws is not enough to imply even all the true material conditionals about physical phenomena.  But if they cannot imply even the truths of the actual world, they cannot hope to succeed in implying the truths of every world sharing the laws of the actual world, because the actual world is among the worlds that have those laws!

The Deep Realism Objection

A deep realist about natural regularities like Stephen Weinberg [1992] might object that I am trading here upon an equivocation on the word ‘laws’.  Laws as we find them and employ them in the sciences might well have all of these pragmatic limitations, and might be incapable of yielding exact and accurate determination relations, but (he might say) this is a pragmatic limitation only, and perhaps even a distinction between applied and theoretical science.  Functions can be deterministic even though they computationally intractable, after all.  Nor need the problems of idealization be viewed as decisive.  Treating objects as point-masses, for example, is merely a ladder we use to ascend to the curtains of nature.  The theoretician peers through the veil to catch glimpses of the deeply real features of the universe—its pure mathematical contours, if you will—and kicks the ladder away.  It is not always possible to make these laws do perfectly exact work in experimentation and prediction; however, the problem does not lie with the crystalline purity of the laws, but to problems in application and computation.  

This view certainly smacks of a very respectable and long-lived strain of Platonism, and exerts a pull upon the mind.  And it suggests a natural interpretation in terms of PWS modeling: namely, that what should be modeled is not our expressions or representations of laws, embedded in their pragmatic contexts with all their idealizing moves, but the “really real” laws that the theoretician sees through the veil.  These, one might opine, combine as deterministically as one might like, and at any appropriate degree of granularity.  


There are in fact at least three dimensions along which we need to locate possible positions here, with respect to the answers they give to the following questions:

2) 1)  Do the laws of nature yield deterministic dynamic functions?

3) Can such laws be objects of knowledge?

4) Can the deterministic functions be exactly calculated?

Of the eight possible combinations of these positions, the ones we need to consider here are the following:

C1) The laws of nature are possible objects of knowledge, yet do not yield deterministic dynamic functions.

C2) There are laws that yield deterministic dynamic functions, but these laws cannot be objects of knowledge.

C3) There are laws that yield deterministic dynamic functions, and these can be objects of knowledge, but the deterministic functions cannot be exactly calculated.

C4)  There are laws that yield deterministic dynamic functions, and these can be objects of knowledge, and these can be exactly calculated.

Computational Intractability (C4)


If the position of the deep realist is C4, it seems clearly untenable.  On the one hand, there are purely formal grounds on which some functions are computationally intractable.  This is not purely a problem with the state of our empirical knowledge, but with the limits of computability.  On the other hand, to hold this position at all, one would need to posit wholesale changes to the laws of nature as we know them of a wholly unspecified sort.  (That is, changes in what we take to be the laws of nature, not changes in the laws themselves.)  It is conceivable that such changes might occur, of course, as they have in the past.  However, actual changes are driven by actual candidate laws.  To assert C4, by contrast, is not to assert anything concrete at all.

Determination, Knowledge and Computational Intractability (C3)


C3 is the most likely interpretation of the deep realist position, to my mind.  On this view, we can have knowledge of the very laws that determine real-world dynamics (e.g., the inverse square law).  That is, we can know them theoretically.  But we cannot apply this knowledge to problems of prediction, even though the laws themselves are deterministic.  (Or, more carefully, the function from [initial conditions, the totality of laws] to subsequent conditions is deterministic.)  We can know that the inverse square law is true and that the summation of forces on an object at a time is the vector sum of all of the component forces, but we cannot apply computational techniques to yield an exact solution of dynamic problems for well-known formal reasons.  Similarly, in the case of laws of composition, the complete story about [low-level conditions, the totality of laws of composition] deterministically yields unique values for higher-level conditions, though in some cases the low-level conditions may need to include all the low-level facts in the world to do so.


At least one part of this view seems well-taken: namely, driving a wedge between deterministic functions and computability.  This distinction is familiar and firmly-established.  Likewise, it seems right-headed to count laws as potential objects of knowledge.  What is more problematic is the claim that laws, taken together and in combination with initial conditions, are characterized by deterministic functions.  From the fact that we know individual laws it does not follow that we know that they yield  a deterministic function in combination with initial conditions.


There is also a more fundamental issue here: what are the “laws” that are at issue here?  If they are the sorts of things we described in Section III—statements of idealized regularities—then there is every reason to think they should not combine deterministically, because they are individually imprecise (and in some cases even distorted), and in many cases depend upon unrealistic assumptions about the rest of the world—which would all need to be factored back if one is to get a global deterministic function.  The laws of which we have knowledge through the sciences are unlikely to combine deterministically.  But if the “laws” in question are not “laws” in the sense described in Section III, but something more fundamental that is imperfectly described by such laws, then the deep realist’s “laws” are not the things that we know through the sciences, and the case devolves into case C2.

Deterministic Laws without Knowledge (C2)

Yet another way the deep realist might wish to go is to concede that the objects of our knowledge are “laws” in the sense fleshed out in Part III, but that these aim at, and represent imperfectly, something deeper and more fundamental. “Laws” as we find them in scientific practice, L1 and L2, might involve finite truncations of constants, their combination may be computationally intractable, and they may be reached by way of falsifying idealizations like point-masses.  However, they have corresponding “fundamental” or “really real” laws, F1 and F2, which do not suffer from these features.  L1 and L2 are, if you will, attempts at representations of F1 and F2, and are approximations thereof.  F1 and F2 are not themselves representations of laws, but are the laws—i.e., the very deep regularities in nature—themselves.  The flaws in L1 and L2 arise from the representational enterprise or the application of the resultant representations.  The function from [initial conditions, F-laws] to subsequent conditions is fully deterministic.

These “fundamental laws” would be something like Lockean “real essences”— real, intrinsic and fundamental natures of things which are, however, in a deep sense unknowable, or at least not perfectly knowable.  We see them, as it were, through a glass dimly, and not face to face.  The “glass” of our formulations of laws (like L1) both reveals something about them and distorts them.  To the extent that we have knowledge of F1, we know it through the filter of L1; and to the extent that L1 distorts F1 or fails to reveal some feature of it, our knowledge is imperfect.

This view strikes me as coherent.  But at the level of warrant for believing it, it suffers evidential problems not unlike those faced by the emergentist.  We can only investigate the question of whether the F-laws combine deterministically through the lens of our representations of them, the L-laws.  Of course, if we get the right sort of deterministic function in the L-laws themselves, we have reason to think that the F-laws combine deterministically.  But if not, it would seem to me we have no further way to investigate this question.  It is a matter of faith, or perhaps a broad intellectual position preferred on the basis of values other than evidence.  

Perhaps more damningly for our purposes, this version of deep realism does not really attempt to graft law-talk onto modal talk.  It does not particularly care about such a project in the case of L-laws.  And there is no “F-law talk” in the sciences—that only arises in the context of the realist’s metatheory.

Laws Without Deterministic Summations (C1)


What seems to me to recommend itself here, then, is the view that the deep realist like Weinberg wants to reject: that (1) that the “laws” we have are just the sorts of things that we actually encounter in the sciences, fraught with idealizations, (2) that these are things that can be known, but (3) that at least sometimes there is not a deterministic function for their summation.  (Of course, even when there is a deterministic function it may not be computable.  That is a separate issue.)  


Setting aside the problem of conflicts with deep realist intuitions, we need to return to the initial topic: how to graft law-talk onto modal talk.  The problem we seem to face here is that laws, thus construed, often do not yield determinate truth values for maximally-fine-grained dynamic counterfactuals.  That is, they do not determine how objects will behave in vivo, due to issues stemming from idealization.  But need this be a problem?  It might be accommodated either (a) by treating all such inferences from laws and initial states to subsequent states as having an indeterminate truth-value, and/or (b) denying that there such inferences—i.e., laws could be accommodated in PWS as a kind of statement that can be true without licensing inferences about dynamics.


These moves may be possible, reasonable and even necessary, but they are in conflict with what the nomic naturalist wishes to accomplish.  She needs laws to yield deterministic functions in order to get a notion of “nomic necessity” that can stand between empirical generalization and metaphysical necessity.


Moreover, this way of “grafting” law-talk onto modal-talk does only rough justice to law-talk.  For law-talk does license inferences about dynamics.  It just does not license inferences that are perfectly exact and deterministic.  And here, again, I think we find a deep difference in the goals of law-talk and PWS.  Rough inferences about dynamics are good in science, even though they are problematic from the standpoint of a model of semantics that aims at accommodating maximally fine-grained counterfactuals.  Even if one can succeed in modeling the semantics of law-talk in PWS, one cannot necessarily accommodate other features of it, such as its patterns of inference.

Grafting Law-talk into Modal Discourse

Since the notion of a natural law was developed in a different context than modal logic and possible worlds semantics, we need to consider just how one might seek to map law-talk onto modal talk cashed out in terms of possible world semantics.  A number of interpretations suggest themselves, as well as a “zero hypothesis” that laws and possible worlds semantics make for poor bedfellows entirely.

0. Incompatibility.  The scientific notion of natural laws cannot felicitously be mapped onto possible world semantics.

1. Regularism. The laws of a world W are completely determined by the regularities of events at W.  Laws are, or are a special subset of, universally quantified statements at W.

2. Trans-world metric.  The laws of W are determined by trans-world relations, such as the similarity metric some theorists use to evaluate counterfactuals.

3. Trans-world construction. Laws are regarded as something like a construction on the set of worlds, grouping worlds in terms of the specific counterfactual relations licensed by laws.

4. Laws specified at worlds.  The laws of W are among the propositions in the world-story of W

5. Non-modalized properties.  Laws express non-modalized properties of objects (forces)

6. Modalized properties.  Laws express modalized properties of objects (capacities)

While I am personally inclined towards the zero hypothesis, we should regard that as a last resort after trying out other options.

Interpretation 1: Regularism

On this view, the laws of a world W are completely determined by the regularities of events at W.  Laws are, or are a special subset of, universally quantified statements at W.  This view, however, clearly will not do.  First, laws are not only about how things actually behave (or how they would have behaved had W been actual), but are counterfactual-licensing; therefore this view does not capture one of the most important features of laws, as laws are in this sense stronger than material implication.  Second, as we saw in earlier chapters, laws often do not license universal claims about how objects actually behave; in this sense laws are weaker than material implication.  Finally, this view would construe accidental regularities as being on a par with laws.

Interpretation 2:  Trans-World Metric

On this view, the laws of W are determined by trans-world relations, such as the similarity metric some theorists use to evaluate counterfactuals.  This view seems to have several problems.  First, regardless of whether this is a good machinery for counterfactuals, one would seem to need much more specificity about the axis of “similarity” in the case of laws.  Two worlds with different laws might be more similar at the level of objects and events than two worlds with the same laws, but have very different starting conditions.  (Or in the case of chaotic systems, even minimally different starting conditions could produce very different events.)  It is not clear how this problem could be solved in a non-trivial, non-circular way—i.e., how the “similarity” could be specified other than as a similarity in laws.  

Second, there is a pesky empirical problem that might have a parallel in this context:  any set of data is compatible with more than one mathematical formulation.  Likewise, the “data” provided by the in vivo behavior of objects in a possible world W underdetermine how objects ought precisely to behave with different conditions.  Suppose there are two formulations F1 and F2 that are equally good in fitting the data, but diverge on what would happen under other conditions not found at W.  There is a world W1 where these behave as described by F1 and a world W2 where they behave as described by F2.  It is not clear that there is a non-arbitrary way to stipulate a similarity metric here that would determine whether F1 or F2 was the “law” at W.

Interpretation 3:  Trans-world Construction

On the third interpretation, laws are regarded as something like a construction on the set of worlds, grouping worlds in terms of the specific counterfactual relations licensed by laws.  On this view, the properties of worlds per se are confined to states of affairs involving objects and events, and laws are interpreted as trans-world groupings.  This view is compatible with there being a variety of such constructions that includes any particular world W (thus construed).  This approach is, I think, uncongenial to a deep realism about worlds, and does not attempt to explain laws in any way.  And, more damningly, it does not license explanation of events by appeal to laws: i.e., the mere fact that there is a construction upon the set of worlds which yields a function from prior conditions to subsequent events is not an explanation of those events, because there are indefinitely many such constructions that would map the same antecedent conditions onto different effects.  However, this view might be congenial to a theorist who views PW-semantics merely as a regimentation of modal discourse.  On this view, such constructions might be a useful augmentation to accommodate a semantics for law-talk as well.  However, even on this interpretation, there are likely to be problems still arising from the loose connection between laws and events.

Interpretation 4:  Laws Specified at Worlds

On the fourth view, the laws that are true at a world W are among the propositions in the world-story of W.  That is, in addition to containing propositions like “Caesar crossed the Rubicon”, the world-story of W would also contain propositions like the inverse square law.  (Or, if you do not regard the inverse square law as a proposition at all, it would include the proposition that the inverse square law holds in the actual world.)  On this view, it might turn out that there are worlds W and W’ that are identical in terms of the actual behavior of objects and events, but different in their laws.  (And hence counterfactuals centered on W and W’ would have different truth-values.)  This view seems more promising than its predecessors.  What may be troubling here, however, is the notion that, once one has fully specified the properties of objects, one must then further specify the laws that relate them.  This would not be troubling, I think, as an epistemic point about how we do science: the properties through which we distinguish objects are often independent of the empirical regularities of their behavior.  As a metaphysical claim, however, it is not so innocent.  If laws need to be specified in addition to the properties of objects, or the properties proper to kinds of objects, then the laws do not supervene upon properties of objects.  Is it really the case that we could have had the very same types of matter, and yet had a different gravitational constant, or different electromagnetic laws?  I find myself very uncomfortable with the idea that physical properties and physical laws might be separated in this way.  

Feelings of discomfort are not arguments, of course.  But I suspect that the source of the discomfort stems from a difference in the enterprises of empirical science and modal metaphysics.  In the former, we often assume a “thin” understanding of objects and kinds—one that is just thick enough to allow us to classify the world—and then look for regularities.  This is a good research strategy, because “deep” properties are harder to find than regularities, and indeed are generally found only by way of such empirical regularities:  laws tend to precede retroduction.  On the other hand, the whole enterprise of modal metaphysics (a) is cast in a regimented logical language that privileges the study of properties (because it is a predicate logic), and (b) is interested in modally-augmented conditionals expressing relations between the satisfaction of the predicate in the antecedent and the satisfaction of the predicate in the consequent.  To carry out this kind of enterprise, one needs a “thicker” notion of properties, objects and kinds—one which includes “deep” properties that determine other properties.  Whether there always are such characterizations whenever there are good scientific laws is doubtful.  

There are some alternatives near at hand, of course.  One could say that the laws are not independent of the properties of objects by saying that laws actually express either causal capacities of objects (interpretation 6) or causal forces (interpretation 5).  But in these cases, the laws are not independent of the properties of objects, though they may be independent of the actual dynamics of the objects.

Perhaps, however, we need to make a distinction here between physical laws and psycho-physical laws.  If it seems problematic to pull apart the properties of a physical object (like mass or charge) from the laws governing its behavior, it seems just as problematic to suppose too close a link between properties like mass and charge, or even higher-level physical properties that result from these, and experiential properties like seeing a pure yellow or feeling a pain.  The very existence of robust explanatory gaps seems to militate against treating these as resultant properties (like tensile strength or viscosity).  Here, at least, any resilient relationship between physical properties and experiential properties would seem to require something additional to capture the relationship.  (Assuming we have already rejected the possibility of metaphysical supervenience.)  We need something that is stronger than material conditionals in being counterfactual-licensing.  We may also need something weaker than material conditionals in being defeasible.  So far, it seems that we need something that looks a lot like a natural law.  If physical laws are best grafted onto modal talk as (partially-modalized) properties of objects, and psycho-physical laws are not, then we have an important difference in the treatment of physical and psycho-physical laws.  This difference may come at a substantial cost, depending on what other commitments you wish to maintain.  If, like me, you use the word ‘law’ simply in cases in which there are robust regularities, without presumption of a deeper metaphysical interpretation, this difference in treatment need not be a problem:  laws are typified by robust regularities, and not by the modeling of those regularities in PWS.  But if you are some deeper sort of realist about laws, it seems to me that such a difference in treatment amounts to having an equivocation on the word ‘law’, as “physical laws” and “psychophysical laws” turn out to be different sorts of things, metaphysically speaking.  One might choose to treat this as an interesting discovery rather than a problem, but if so, this is a position that needs more clarification before it can be assessed.

Interpretation 5: Non-modalized properties.  

On the fifth interpretation, laws express non-modalized properties of objects.  At the risk of jumping ahead a bit, I think I must first say a bit about what I mean by the distinction between “modalized” and “non-modalized” properties.  By a “modalized” property, I mean one whose nature must be cashed out entirely in terms of its behavior (including its relational behavior, such as effects upon other objects) across possible worlds.  Dispositional properties like fragility are “modalized” in this sense: to say that something is fragile is precisely to say that, in a particular range of contexts, it would shatter.  Something like the Leibnizian notion of forces, on the other hand, would not be a (fully) modalized property in this way.  If, as Leibniz thought, the dynamic laws really express forces exerted by objects, then law-talk might be accommodated in possible-world semantics by replacing it with talk of the underlying forces, interpreted realistically.  These would, of course, have counterfactual implications, but those would be derivative.

I do not intend to assess the merits of this view as a way of interpreting the notion of “law” in science, but merely to point out its implications in the current context.  First, note that on this view, “nomic” necessities turn out to be metaphysical necessities in disguise.  Given the same objects, arrangements and forces, and no additional ones, we no longer have a way of distinguishing worlds (except perhaps by haecceities), and if the laws are deterministic, then worlds that are indistinguishable at time t would also be indistinguishable at t+n.  This may even strike the reader as plausibly the right story to tell in the case of purely physical dynamics.  But it is precisely the story that the proponent of nomic necessity is trying to avoid in the case of psycho-physical regularities.  Here the task was to avoid the problems already found in the view that there are metaphysically necessary determination relations between matter and mind, and to find a looser notion that still licensed regularities.  But if psycho-physical laws were to be cashed out in terms of forces exerted by particular configurations of matter, it is not clear how this might be done.  Whatever one thinks of this way of interpreting laws in general, it will not license a viable notion of nomic necessity in the case of psycho-physical laws.

Interpretation 6:  Fully Modalized Properties


It remains to consider the strategy of treating psycho-physical laws as modalized properties of mental and/or physical states.  First, two cautions:  In my initial characterization of modalized properties I cited dispositional properties as a paradigm instance.  However, it was not my intention to imply that all modalized properties must conform very closely to such examples.  Likewise, it is important that the reader bear in mind where the modalized properties are located here.  The view at hand is not the familiar view that (some) mental states are dispositional states.  Indeed, if anything, this conversation is best situated in the case of lawlike relations between occurrent neural states and occurrent experiential states.  What is being explored, rather, is the notion that the lawlike relation between states be cashed out as a modalized property of one or both states.  For example, suppose there is a robust empirical relationship between a particular brain state in V4 – call it V—and some experiential state E: say, experiencing what the psychophysicists call a “pure” yellow.  We will, for purposes of simplicity, note these as states of a human subject.  The lawlike relation would then be cashed out as a kind of counterfactual or subjunctive conditional.  In its bare form:

M1:  Vx(Ex

This, like other counterfactuals, is meant to be stronger than a material conditional Vx  Ex in that it has implications about counterfactual situations, and yet it is weaker than the necessity claim  (Vx->Ex), because it is compatible with there being some V worlds that are not E worlds.


Presumably, M1 would need to be filled out further.  In particular, it would require some form of quantification:

M2:  (x)(Vx(Ex)

And probably some more qualifications would required as well, such as specifying the range of relevant similarities needed in the overall cognitive system to get things off the ground.  (E.g., it should not imply that the electrical stimulation of a lump of V4 matter in a laboratory dish implies anything about experience.)  So if we treat these conditions very abstractly through a proposition letter ‘P’, the general form is something like:


M3:  (x)(P((Vx(Ex))


This interpretation has, at least at first glance, some significant virtues: it cashes out law-talk in terms of counterfactuals while avoiding being pulled into hidden metaphysical necessities; it does not commit us to an ontology of forces; it does not commit us to construing mental state types as being themselves entirely dispositional.  Yet it is not without its problems as well.


One initial concern about this view is about how the counterfactuals are then to be evaluated.  If they are evaluated by similarity relations between worlds, then the concerns expressed about interpretation 2 would resurface.  In particular, the kind of “similarity” involved cannot be specified except as similarity in laws.  But even once this is done, the notion of nomic necessity makes sense only if laws are in some sense “brute”—that is, if there is nothing about the world, modulo what counterfactuals are true at that world, to determine which logically-contingent laws hold.  And this condition is antithetical to evaluation by a canonical metric of similarity.  It is not clear which way (if either) this incompatibility ought to cut: the idea of a canonical similarity or “nearness” metric is surely at least as problematic as is this interpretation of laws.  However, one cannot have both at once.


Suppose, however, we go the other way, saying that worlds are partially individuated by the counterfactuals that are true at them.  This avoids the previous problem, but not without cost.  First, it is no longer clear that there is a meaningful distinction between a notion of “laws” and that of empirically adequate generalizations, because there is no longer anything other than trans-world regularities (in the form of counterfactuals) that grounds those regularities.  If this is all that is meant by “nomic necessity” it has been pushed over the line into empirical generalization.  Second, this move is arguably in conflict with the project of possible world semantics, as that project was concerned with providing a semantic model for modal discourse, including counterfactuals.  It is not clear that this can be done in a non-circular fashion if counterfactuals play an essential role in the individuation of worlds.


It is also less than clear that laws can be nicely rendered as counterfactuals.  While counterfactuals are not confined to claims about what actually does happen, they are suited only to making claims about what would happen if particular conditions were to obtain.  One might be tempted to see laws in this light as well, either (a) ideally (i.e., the gravitational laws specify exactly how objects would be have if gravitation were the only force at work), or (b) in the actual cases (perhaps through composition of forces).  But we have seen in Section III that this is not a good gloss on what laws give us.  They do not only say what would happen in “idealized” conditions.  They also tell us something about the causal contribution of factors like gravity in the actual cases.  But on the other hand, they do not individually tell us what would happen (because of multiple forces), and sometimes composition of forces is impossible due to the nature of the idealizing moves in the formulation of the law or its models.  It thus seems unlikely that counterfactuals are the right kind of machinery to capture what is to be had from laws.


Ultimately, I think the problem here stems from a deep difference in the projects of empirical science and possible worlds semantics.  The former proceeds by way of idealizing moves that allow us to look at one aspect of the world rigorously by screening out and even distorting other aspects of it.  The latter performs a different kind of idealizing move: that of assuming that all of the properties of things can be represented together in a modalized predicate logic.  In one sense this assumption is innocent: as discussed in chapter [10], languages are promiscuous—they are ready to accommodate predicates and statements from widely disparate, and even contradictory, models.  But in so doing, one also loses some of the power of the models themselves: particularly, that of expressing truths that essentially involve background idealizations.  Laws can express “deep” regularities precisely because of the idealizing moves they make; but these very moves also create a divide between pronouncements about deep regularities and predictions of particular events.  Counterfactuals, on the other hand, are often concerned precisely with particular events.  The regularities that are implicit in them are “surface” regularities of actual behavior that often do not map onto the “deeper” regularities expressed by laws.

Nomic Naturalism?

If the preceding analyses are correct, the only way of grafting law-talk onto PWS that seems at all promising is to cash out laws in terms of fully modalized properties of objects.  This, however, is in turn only viable if one takes the view that worlds are partially individuated by the counterfactuals that are true at them.  Two worlds W and W* might be identical with respect to all non-modalized properties and yet have different counterfactuals be true at them.  On this view, however, it is not clear how the notion of “nomic necessity” is supposed to be stronger than mere empirical generalization, as the “properties” in question are entirely cashed out in terms of generalizations over modal contexts.  If there is any deep metaphysical notion of “law” here, I fail to see it.


If this is all one means by “nomic necessity”, then it would seem to me that the difference between “nomic naturalism” and the kind of anti-naturalism I wish to urge is merely a terminological one.  If psychophysical laws are cashed out as completely modalized properties, then the “determination” relation in question is entirely of the broadly-logical sort, and not of the deeply metaphysical sort.  And hence “nomic naturalism” is not a truly metaphysical position at all.  Much as the previous chapters pushed “brute” metaphysical necessities in the direction of so-called “conceptual necessity”, we now see that “nomic necessity” can be pushed in the direction of the non-metaphysical notion of empirical generalization.  The further question of whether to call the resulting position “naturalistic” is perhaps largely rhetorical.  But given that it is not a truly metaphysical position at all, it seems to me misleading to call it a naturalistic metaphysics.  

� By ‘regularist’ I mean someone who takes the whole story about laws to consist in regularities.
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